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Abstract

We propose a novel approach for coping with alternating quantification as the main source of
nonelementary complexity of deciding WS 1S formulae. Our approach is applicable within the
state-of-the-art automata-based WS1S decision procedure implemented e.g. in MONA. The
way in which the standard decision procedure processes quantifiers involves determinization,
with its worst case exponential complexity, for every quantifier alternation in the prefix of
a formula. Our algorithm avoids building the deterministic automata—instead, it constructs
only those of their states needed for (dis)proving validity of the formula. It uses a symbolic
representation of the states, which have a deeply nested structure stemming from the repeated
implicit subset construction, and prunes the search space by a nested subsumption relation,
a generalization of the one used by the so-called antichain algorithms for handling non-
deterministic automata. We have obtained encouraging experimental results, in some cases
outperforming MONA, and some of the other recently proposed approaches, by several orders
of magnitude.

1 Introduction

Weak monadic second-order logic of one successor (WS1S) is a powerful, concise, and decid-
able logic for describing regular properties of finite words. Despite its nonelementary worst
case complexity [2], it has been shown useful in numerous applications. Most of the success-
ful applications were due to the tool MONA [3], which implements decision procedures for the

An extended abstract of this paper was first presented in [1]. The current paper extends [1] with a more
detailed presentation of the approach, the needed proofs, an illustrating example, and an extended
experimental evaluation of the approach.
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WSIS and WS2S (a generalization of WS1S to finite binary trees) based on finite automata.
The authors of MONA list a multitude of its diverse applications [4], ranging from software and
hardware verification through controller synthesis to computational linguistics, and further
on. Among more recent applications, verification of pointer programs and deciding related
logics [5—-10] can be mentioned, as well as synthesis from regular specifications [11].

Despite many optimizations implemented in MONA and other tools, the worst case com-
plexity of the problem sometimes strikes back. Authors of methods using the translation of
their problem to WS1S/WS2S are then forced to either find workarounds to circumvent the
complexity blowup, such as in [6], or give up translating to WS1S/WS2S altogether [12]—
often for the price of restricting the input of their approach.

The decision procedure of MONA works with deterministic automata; it uses deter-
minization extensively and relies on minimization of deterministic automata to suppress the
complexity blow-up. Nevertheless, the worst case exponential complexity of determinization
often significantly harms the performance of the tool. Recent works on efficient methods for
handling nondeterministic automata—in particular, works on efficient testing of language
inclusion and universality of finite automata [13—15] and works on reducing the size of finite
automata using simulation relations [16,17]—suggest a way of alleviating this problem. Han-
dling nondeterministic automata using these methods, while avoiding determinization, has
been shown to provide great efficiency improvements in [18] (abstract regular model check-
ing) and also [19] (shape analysis). In this paper, we make a major step towards building the
entire decision procedure of WS1S on nondeterministic automata using similar techniques.
We propose a generalization of the antichain algorithms of [13] that addresses the main
bottleneck of the automata-based decision procedure for WS1S, which is the source of its
nonelementary complexity: elimination of alternating quantifiers on the automata level.

More concretely, the automata-based decision procedure translates the input WS1S for-
mula into a finite word automaton such that its language represents exactly all models
of the formula. The automaton is built in a bottom-up manner according to the structure
of the formula, starting with predefined atomic automata for literals and applying a cor-
responding automata operation for every logical connective and quantifier (A, V, —, 3).
The cause of the nonelementary complexity of the procedure can be explained on an
example formula of the form ¢’ = 3X,,VX,,—1...VX23X| : ¢o. The universal quan-
tifiers are first replaced by negation and existential quantification, which results in ¢ =
3X,,—3X,u—1 ... —3X2—3X | : @o. The algorithm then builds a sequence of automata for
the sub-formulae ¢, wg, e Om—1, (,02171 of ¢ where <p§1 =3X;y1 ¢ and g = —-<p}: for
0 < i < m. Every automaton in the sequence is created from the previous one by applying
the automata operations corresponding to negation or elimination of the existential quantifier,
the latter of which may introduce nondeterminism. Negation applied on a nondeterministic
automaton may then yield an exponential blowup: given an automaton for ¥, the automaton
for = is constructed by the classical automata-theoretic construction consisting of deter-
minization by the subset construction followed by swapping of the sets of final and non-final
states. The subset construction is exponential in the worst case. The worst case complexity of
the procedure run on ¢ is then a tower of exponentials with one level for every quantifier alter-
nation in ¢; note that this high computational cost cannot be avoided completely—indeed,
the non-elementary complexity is an inherent property of the problem.

Overview of the proposed algorithm  Our new algorithm for processing alternating quanti-

fiers in the prefix of a formula avoids the explicit determinization of automata in the classical
procedure and significantly reduces the state space explosion associated with it. It is based
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on a generalization of the antichain principle used for deciding universality and language
inclusion of finite automata [14,15]. It generalizes the antichain algorithms so that instead of
being used to process only one level of the chain of automata, it processes the whole chain of
quantifications with i alternations on-the-fly. This leads to working with automata states that
are sets of sets of sets ... of states of the automaton representing ¢ with the nesting depth i
(this corresponds to i levels of subset construction being done on-the-fly). The algorithm uses
nested symbolic terms to represent sets of such automata states and a generalized version
of antichain pruning based on a notion of subsumption that descends recursively down the
structure of the terms while pruning on all their levels.

Experimental evaluation We have implemented the proposed approach in a prototype tool
called DWINA and compared its performance with other publicly available WS1S solvers
on both generated formulae and formulae obtained from various verification tasks. From the
experiments, we have obtained encouraging results showing that there are cases in which
DWINA outperforms MONA as well as other recently proposed decision procedures.

Related work MONA is still the standard tool and the most common choice when it comes
to deciding WS1S/WS2S. Its efficiency stems from many optimizations, both higher-level
(such as automata minimization or the use of MTBDDs for encoding the transition relation
of the automata) as well as lower-level (e.g. optimizations of hash tables) [20]. There are
other related automata-based tools that are more recent—in particular, jMosel [21] for the
M2L(Str) logic and the procedure using symbolic finite automata implemented within the
Automata library of D’ Antoni et al. [22]. They implement optimizations that allow them
to outperform MONA on some benchmarks, however, none of them provides an evidence of
being consistently more efficient.

Some other recent approaches are logic-based and completely avoid any explicit automata
construction. Ganzow and Kaizer [23] developed a new decision procedure for the weak
monadic second-order logic on inductive structures, a more general logic than WSkS. Their
method is based on the Shelah’s composition method, and it is implemented within the TOSS
tool. It sometimes performs better than MONA, but it lacks support of syntactic features that
would allow one to perform a comparison on more benchmarks.

Traytel [24], on the other hand, uses the classical decision procedure recast in the frame-
work of coalgebras. His work is based on testing equivalence of a pair of formulae by finding a
bisimulation between its derivatives. The implementation is, however, not optimized enough,
and it is easily outperformed by the rest of the recent tools.

Plan of the paper We define the WSI1S logic in Sect. 2. In Sects. 3 and 4, we introduce
finite word automata and describe the classical decision procedure for WS1S based on finite
word automata. In Sect. 5, we introduce our method for dealing with alternating quantifiers.
Finally, we give an experimental evaluation and conclude the paper in Sects. 6 and 7.

2 WS1s

In this section, we introduce the weak monadic second-order logic of one successor (WS18S).
We introduce only its minimal syntax here, for the full standard syntax and a more thorough
introduction, see Section 3.3 in [25].
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WSIS is a monadic second-order logic over the set of non-negative integers Ny. This
means that the logic allows second-order variables, usually denoted using upper-case letters
X,Y, ..., that range over finite subsets of Ny, e.g. X = {0, 3, 42}. Atomic formulae are of
theform (i) X € Y and (ii) X = Y +1, where X and Y are variables. The atomic formulae are
interpreted in turn as (i) standard set inclusion, and (ii) X = {x} and Y = {y} are singletons
and x is the successor of y,i.e. x = y + 1. Formulae are built from the atomic formulae using
the logical connectives A, Vv, —, and the quantifier 3X (for a second-order variable X).

Given a WSI1S formula ¢ (X, ..., X,) with free variables X1, ..., X, the assignment
p={X1 > S1,..., Xn — S,},where Sy, ..., S, are finite subsets of Ny, satisfies ¢, written
as p E ¢, if the formula holds when every variable X; is replaced with its corresponding
value S; = p(X;). We say that ¢ is valid, denoted as |= ¢, if it is satisfied by all assignments
of its free variables to finite subsets of Ng. Observe the limitation to finite subsets of Ny
(related to the adjective weak in the name of the logic); a WSI1S formula can indeed only
have finite models (although there may be infinitely many of them).

3 Preliminaries

We now provide some preliminaries on downward and upward closed sets and on finite
automata.

Downward and upward closed sets For a set D and aset S € 22 we use | S to denote the
downward closure of S, i.e. theset |[S={R C D |35 € S: R C S}, and 1S to denote
the upward closure of S, i.e. theset 1S ={R € D | 3S € S: R 2 S}. The set S is in both
cases called the set of generators of 1S or | S respectively. A set S is downward closed if
it equals its downward closure, S = | S, and upward closed if it equals its upward closure,
S = 1'S. The choice operator | | (sometimes also called the unordered Cartesian product) is
an operator that, given a set of sets D = {Dy, ..., D,}, returns the set of all sets {dy, ..., dy,}
obtained by taking one element d; from every set D;. Formally,

]_[]D):{{dl,...,dn}|(d1,...,dn)el_[Di (1
i=1

where [] denotes the Cartesian product. We use the | | operator to represent the complement
of a downward-closed set represented using its generators: 1 ]_[ﬁ = | D. Note that for a set
D, | [{D} is the set of all singleton subsets of D, i.e. [ [{D} = {{d} | d € D}. Further note
thatif any D; is the empty set #, the resultis | [D = . The following lemmas show important
properties of | | that are used later.

Lemma 1 Let X and Y be sets of sets. Then it holds that
PLX N ALY = A1 (XU Y. @
Proof From the definition of the | | operator, it holds that
AKX =t {1, ooxad [ G x) € [[ X)) and
ALY =1 {1 ovmd | Oy € [ ] Y]

Notice that the intersection of a pair of upward closed sets given by their generators can be
constructed by taking all pairs of generators (X, ¥), s.t. X is from [ [X and Y is from [ [Y,

3
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and constructing the sets X U Y. It is easy to see that X U Y is a generator of 1 [ [X N[ [Y
and that 1 [ [X N 4] ]Y is generated by all such pairs, i.e. that 1 [ [X N ] [Y is equal to

Mo U G x) € [[X AL €[] Y] @

We observe that this set can be also expressed as
My G xe vy € [[(X U] )
or, to conclude the proof, as 1 [ [ (XU Y). O

Lemma 2 Let R be a set of sets. Then, it holds that

R = () tLIR;}. ©)

R J eR
Proof Because intersection and union are both associative operations and R = {Ry, ..., R, },
this lemma is a simple consequence of Lemma 1. O

Let X be a set of variables. A symbol T over X is a mapping of all variables in X to either
Oorl,eg. 7 ={X; +— 0,X +— 1} for X = {X1, X2}. An alphabet over X is the set of
all symbols over X, denoted as Y. For any X (even empty), we use 0 to denote the symbol
which maps all variables from X to 0, 0 € Y.

Finite automata A (nondeterministic) finite (word) automaton (abbreviated as FA in the
following) over a set of variables X is a quadruple A = (Q, A, I, F) where Q is a finite set
of states, I C Q is a set of initial states, FF C Q is a set of final states, and A is a set of
transitions of the form (p, 7, ¢) where p, g € Q and t € Xx. We use p 5 q € A to denote
that (p, 7, q) € A. Note that for an FA A over X = {J, A is a unary FA with the alphabet
Xx = {0}.

Arunrof Aoverawordw = 1172...7, € Z‘g’g from the state p € Q to the state s € Q
is a sequence of states ¥ = qoq1 ...q, € QT suchthatgy = p,g, = sandforalll <i <n
there is a transition g;_ LN gi in A. If s € F, we say that r is an accepting run. We write
p =25 s to denote that there exists a run from the state p to the state s over the word w.
The language accepted by a state g is defined by £4(q) = {w | ¢ = ¢ f-4qr € F}, while
the language of a set of states S € Q is defined as L4(S) = qus L 4(q). When it is
clear which FA A we refer to, we only write £(g) or £(S). The language of A is defined as
L(A) = L 4(I). We say that the state ¢ accepts w and that the automaton A accepts w to
express w € L£4(q) and w € L(A) respectively. We call a language L C X5 universal iff
L=2X3.

For a set of states S € Q, we define

postiaxi(S) = it | s 5> 1 € A,

seS
pre(a,71(S) = U{l | t Sse A}, and
sesS
cpre(a.t] (S) = {t | postiai({1}) < S}.
The complement of A is the automaton Ac = (29, Ac, {I}, J{Q\F}) where Ac =
[P N post[A,71(P) ‘ P C Q]; this corresponds to the standard procedure that first deter-
minizes .4 by the subset construction and then swaps its sets of final and non-final states, and
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J{O\F} is the set of all subsets of Q that do not contain a final state of A. The language of
Ac is the complement of the language of A, i.e., L(A¢) = L(A).

For a set of variables X and a variable X, the projection of X from X, denoted as 7 x(X),
is the set X\ {X}. For a symbol 7, the projection of X from t, denoted mx|(7), is obtained
from 7 by restricting T to the domain 7 x;(X). For a transition relation A, the projection of

. .. . ()
X from A, denoted as mx)(A), is the transition relation l p NI qlp BN q € A}.

4 Deciding WS1S with finite automata

The classical decision procedure for WS1S [26] (as described in Section 3.3 of [25]) is
based on a logic-automata connection and decides validity (satisfiability) of a WS1S formula
(X1, ..., X,) by constructing the FA A, over {X1, ..., X,} which recognizes encodings
of exactly the models of ¢. The automaton is built in a bottom-up manner, according to
the structure of ¢, starting with predefined atomic automata for literals and applying a corre-
sponding automata operation for every logical connective and quantifier (A, Vv, —, 3). Hence,
for every sub-formula v of ¢, the procedure will compute the automaton Ay, such that £(Ay,)
represents exactly all models of v/, terminating with the result .A4,,.

The alphabet of A, consists of all symbols over the set X = {X1, ..., X,,} of free variables

of g (fora, b € {0, 1}and X = {X, X2}, weuse };; -, todenote the symbol {X; > a, X2 >
X1:e Xp:011

b}). A word w from the language of A, is a sequence of these symbols, e.g. Xy e’ Xo 1017

X1 : 01100
X, : 10100

mapping free variables X of ¢ to subsets of Ny is encoded into a word w,, of symbols over
X in the following way: w, contains 1 in the jth position of the row for X; iff j € X; in
p. Formally, for every i € Np and X; € X, if i € p(X;), then w,[i] maps X; — 1. On
the other hand, if i ¢ p(X), then either w,[i] maps X; > 0, or the length of w is smaller
than or equal to i. Notice that there exist an infinite number of encodings of p. The shortest
one is wy, of the length n + 1, where n is the largest number appearing in any of the sets
that is assigned to a variable of X in p, or — 1 when all these sets are empty. The rest of the
encodings are all those corresponding to w'f) extended with an arbitrary number of 0 symbols
appended to its end.

For example, 1111, ¥1710: 302500 X3 1000
p = {X1 — @, Xo — {0}}. For the soundness of the decision procedure, it is important that
A, always accepts either all encodings of o or none of them.

The automata Ayny and Ay are constructed from A, and Ay by standard automata-
theoretic union and intersection operations, preceded by the so-called cylindrification which
unifies the alphabets of A, and Ay, . Since these operations, as well as the automata for the
atomic formulae, are not the subject of the contribution proposed in this paper, we refer the
interested reader to [25] for details.

The part of the procedure which is central for this paper is processing negation and
existential quantification; we will therefore describe it in detail. The FA A-, is constructed
as the complement of A,. Then, all encodings of the assignments that were accepted by Ay,
are rejected by A, and vice versa. The FA A3y, is obtained fromthe FA A, = (Q, A, I, F)
by first projecting X from the transition relation A, yielding the FA Afp = (0, mx)(A), I, F).
However, Afp cannot be directly used as Asx.,,. The reason is that A;) may now be inconsistent
in accepting some encodings of an assignment p while rejecting other encodings of p. For

or . We denote the ith symbol of w as w[i], fori € No. An assignment p : X — 2No

are all encodings of the assignment
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example, suppose that A, accepts exactly all words startin w1th : 010 ie., L(Ay) =
p pp! @ 1Y y g @

2 001°
X1:010 X;: 0100 X1 :0100...0
X5:001° Xp:0010° """ Xp: 0010...0

the X» row from all symbols of all words in £(A,) and obtain the FA .A;, that accepts
the language C(Afp) = {X;:010, X;:0100, ..., X;:0100...0}, but does not accept the word

]. When computing the FA for EIXZ . ¢, we remove

X; : 01 that encodes the same assignment (because i; : (3,1 ¢ L(Ayp) for any values in the

place of ‘?7’s). As a remedy for this situation, we further need to modify Afp to also accept
the rest of the encodings of p. This is done by enlarging the set of final states of .A;, to also
contain all states that can reach a final state of A(’p by a sequence of 0 symbols.

Formally, the automaton Asx.,, = (Q,nx(4),1,F %) is obtained from A;, =
(Q, mx)(A), I, F) by computing F* from F using the fixpoint computation F¥ = uZ . FU
pre[x(x)(4),01(Z). Intuitively, the least fixpoint denotes the set of states backward-reachable
from F following transitions of 7x(A) labelled by 0.

The procedure returns an automaton A, that accepts exactly all encodings of the models
of ¢. This means that the language of A, is (i) universal iff ¢ is valid, (ii) non-universal iff ¢
is invalid, (iii) empty iff ¢ is unsatisfiable, and (iv) non-empty iff ¢ is satisfiable. Notice that
in the particular case of ground formulae (i.e. formulae without free variables), the language
of Ay is either L(A,) = {0}* in the case ¢ is valid, or L(Ay) = @ in the case ¢ is invalid.

5 Nested antichain-based approach for alternating quantifiers

We now present our approach for dealing with alternating quantifiers in WS1S formulae. We
consider a ground formula ¢ of the form

@ ==3X,—... =3 = 3X] : ¢(X) @)
— e
@1
@m
where each A is a set of variables {X,, ..., X}, 3&; is an abbreviation for a non-empty

sequence 3X, . ..3X} of consecutive existential quantifications, and ¢ is an arbitrary for-
mula called the matrix of ¢. Note that the problem of checking validity or satisfiability of a
formula with free variables can be easily reduced to this form.

The classical procedure presented in Sect. 4 computes a sequence of automata

Agos Awg, .. A(p,jni Ay, where forall0 <i <m —1, w? =3X;41 @ and @] = —-ga?.
The ¢;’s are the subformulae of ¢ shown in (7). Since eliminating existential quantification
on the automata level introduces nondeterminism (due to the projection on the transition rela-

tion), every A ¢ may be nondeterministic. The computation of Ay, ,, then involves subset

construction and becomes exponential. The worst case complexity of eliminating the prefix
is therefore the tower of exponentials of the height m. Even though the construction may be
optimized, e.g. by minimizing every Ay, (which is implemented by MONA), the size of the
generated automata can quickly become intractable.

The main idea of our algorithm is inspired by the antichain algorithms [13] for testing
language universality of an automaton .A. In a nutshell, testing universality of A is testing
whether in the complement A of A (which is created by determinization via subset construc-
tion, followed by swapping final and non-final states), an initial state can reach a final state.
The crucial idea of the antichain algorithms is based on the following: (i) the search can be
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done on the fly while constructing A. (ii) The sets of states that arise during the search are
closed (upward or downward, depending on the variant of the algorithm). (iii) The compu-
tation can be done symbolically on the generators of these closed sets. It is enough to keep
only the extreme generators of the closed sets (maximal for downward closed, minimal for
upward closed). The generators that are not extreme (we say that they are subsumed) can be
pruned away, which vastly reduces the search space.

We notice that individual steps of the algorithm for constructing A, are very similar

to testing universality. Automaton A, arises by subset construction from A : , and to
Pi— ]

compute A(p;, it is necessary to compute the set of final states Fin. Those are states backward
reachable from the final states of Ay, via a subset of transitions of A; (those labelled by

symbols projected to 0 by ;1 1). To compute Fiﬁ, the antichain algorithms could be actually
taken off-the-shelf and run with A ¢+ intherole of the input .4; then, A(p_; would be in the role

$i—1
of A. This approach, however, has the following two problems. First, antichain algorithms

do not produce the automaton A (here Awp), but only a symbolic representation of a set of

(backward) reachable states (here of F: Ii) Since A(pn is the input of the construction of Ay, ,,

the construction of A, could not continue. The other problem is that the size of the input A o
$i-1

of the antichain algorithm is only limited by the tower of exponentials of the height i — 1,
and this might be already far out of reach.

The main contribution of our paper is an algorithm that alleviates the two problems men-
tioned above. It is based on a novel way of performing not only one, but all the 2m steps of
the construction of Ay, on the fly. It uses a nested symbolic representation of sets of states
and a form of nested subsumption pruning on all levels of their structure. This is achieved
by a substantial refinement of the basic ideas of antichain algorithms.

5.1 Structure of the algorithm

Let us now start explaining the architecture of our on-the-fly algorithm for handling quantifier
alternation. Following the construction of automata described in Sect. 4, the structure of

the automata from the previous section, Ay, Awn’ . A(pn , Ay, » can be described using
0 m—1

the following recursive definition. We use ; (C) for any mathematical object C to denote

projection of all variables in X} U - -- U &; from C.

Let Ay, = (Qo, Ao, lo, Fp) be an FA over X. Then, foreach 0 < i < m, the FAs A u and
Ag,, are over the alphabet 7; 1 (X) and have from the construction the following structure

A = (0. AL I, FPywhere | Ay, = (Qig1. Aixt, Tis1, Figr) where
A =m;41(A) and Aiy1 ={R—’>posz[Af,r](R)|ReQ[+1},
F! =puZ. F;Upre[AL0)(Z). Qip1 =29, Li={L}, and Fy 1= {0\ Ff).

We recall that A ¢ directly corresponds to existential quantification of all variables in A; (cf.
Sect. 4), and .A(/,I 4 directly corresponds to the complement of .A (cf. Sect. 3).

A crucial observation behind our approach is that, because ¢ 1s ground Ay is an FA over
an empty set of variables, and, therefore, £L(Ay) is either the empty set ¢ or the set {0 0}* (as
described in Sect. 4). Therefore, we need to distinguish between these two cases only. To
determine which of them holds, we do not need to explicitly construct the automaton .4,.
Instead, it suffices to check whether A, accepts the empty string €. This is equivalent to
checking existence of a state that is at the same time final and initial, that is
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Eo iff I,NFE, #0. ®

To compute I, from Iy is straightforward (it equals {{... {{lo}}...}} nested m-times). In
the rest of the section, we will describe how to compute F, (in the form of its symbolic
representation), and how to test whether it intersects with I,.

The algorithm takes advantage of the fact that to represent final states, one can use their
complement, the set of non-final states. For 0 < i < m, we write N; and Nl.n to denote

the sets of non-final states Q;\ F; of A; and Q,~\Fijj of .A? respectively. The algorithm will

then instead of computing the sequence of automata Ay, A(pu, e A(pu , Ag,, compute
0 m—1

the sequence Fp, FOﬁ ,Ni, N f ... up to either F,, (if m is even) or N, (if m is odd), which
suffices for testing the validity of ¢. The algorithm starts with F and uses the following
recursive equations:

(i) Fren = UNJ) () Ff = wZ. F; U prea’on2), ©
(i) Nip1 = 1 LILF), (iv) Nf = vZ . N; N cpreal ) (Z) .
Intuitively, (i) and (ii) are directly from the definition of .4; and A?. (iii) is a dual of (i): Nj41
contains all subsets of Q; that contain at least one state from FiIi (cf. the definition of the | |
operator). Finally, (iv) is a dual of (ii): in the kth iteration of the greatest fixpoint computation,
the current set of states Z will contain all states that cannot reach an F; state over 0 within
k steps. In the next iteration, only those states of Z are kept such that all their O-successors
are in Z. Hence, the new value of Z is the set of states that cannot reach F; over 0 in k + 1
steps, and the computation stabilises with the set of states that cannot reach F; over 0 in any
number of steps.

In the next two sections, we will show that both of the above fixpoint computations
can be carried out symbolically on representatives of upward and downward closed sets.
Particularly, in Sects. 5.2 and 5.3, we show how the fixpoints from (ii) and (iv) can be computed
symbolically, using subsets of Q;_; as representatives (generators) of upward/downward
closed subsets of Q;. Section 5.4 explains how the above symbolic fixpoint computations can
be carried out using nested terms of depth i as a symbolic representation of computed states of
Q;. Section 5.5 shows how to test emptiness of 7, N F;,, on the symbolic terms, and Sect. 5.6
describes the subsumption relation used to minimize the symbolic term representation used
within computations of (ii) and (iv).

5.2 Computing N? on representatives of 1 [ [R-sets

Computing Nitt at each odd level of the hierarchy of automata is done by computing the
greatest fixpoint of the function from Eq. 9(iv):

fN;(Z) =N;N cpre[Af,ﬁ] (Z). (10)

We will show that the whole fixpoint computation from Eq. 9(iv) can be carried out symbol-
ically on the representatives of Z due to the following two properties: (a) all intermediate
values of Z have the form 1 | [R, where R C Q;, so the sets R can be used as their sym-
bolic representatives, and (b) cpre and N can be computed on such a symbolic representation
efficiently.

Let us start with the computation of cpre[a?,] (Z) where T € 74| (0), assuming that Z
is of the form Z = 1] [ R, represented by R = {Ry, ..., R,}. From Lemma 2, we have that
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a set of symbolic representatives R stands for the intersection of denotations of individual
representatives, that is

AR = () TR} (11)

RjGR

The set cpre[A?,7] (Z) can thus be written as the cpre-image cpre[Af,] (ﬂ S ) of the intersec-
tion of the elements of aset S = {T [{R:}, ... 1 ]_[{R,,}}. Further, because cpre distributes
over N, we can compute the cpre-image of an intersection by computing intersection of the
cpre-images, i.e.

cpre[4f 7] (ﬂ S) = ﬂ cpre[Af 7] (S). (12)

SeS

By the definition of Ajij (where A? = 7i+1(4A;)), the set cpre[Af,7] (S) can be computed using
the transition relation A; for the price of further refining the intersection. In particular,

cpre(4t,71(S) = ﬂ cpre(A;,o] (S) . (13)

—1
WET; | (1)

Intuitively, cpre(af,«] (S) contains states from which every transition labelled by any symbol
that is projected to t by ;4 has its target in S.
Using (12), (13), and the fact that Z = () {1 L[{R;} | R; € R}, we obtain

cprelAi 1) (Z) = N cpretaiol (1 LI{R}). (14)
RjER

-1
wEHi+l(T)

To compute the individual conjuncts cpre[4;,o] (T [I{R; }), we take advantage of the spe-
cial form of the operand 1 [ [{R;} and the fact that A; is, by its definition (obtained from
determinization via subset construction), monotone w.r.t. 2. That is, if P 2 pe A; for
some P, P’ € Q;, then for every R 2 P, there is R" 2 P’ s.t. R 2 R e A;. Due to
monotonicity, the cpre[a;,w]-image of an upward closed set is also upward closed (proved
below). Moreover, we observe that it can be computed symbolically using pre on elements
of its generators. Particularly, for a set 1] [{R;}, we get the following lemma:

Lemma3 Let R; C Q; 1 and o be a symbol over ; (X) for i > 0. Then
cpreiaiol (1 1I{R;}) = 111 {preiai_,.oi(R))}. (15)

Proof First, we show that the set cpre[4;.0] (1 [ [{R; }) isupward closed. Second, we show that
all elements of the set | | {pre[Aff, l(R; )S are contained in cpre[a;,o] (T LI{R j}). Finally,
we show that for every element 7" in the set cpre(a;.w) (1 [ [{R;}), the set [ [ {preta?_,.o1(R;)}
contains a smaller or equal element S.

1. Proving that cpre(a;.») (1 [[{R;}) is upward closed: Consider a state S € Q; s.t. S €
cpre(A;.o] (1 1[{R;}). From the definition of cpre, it holds that

postiAi.o)({S)) S T I{R;}. (16)
and from the definition of A;, it holds that
postia,«1({S}) = {postiai_, v1(S)}. a7
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For T O §, it clearly holds that
post[Al_,wl(T) 2 postiA®_|w1(S) (18)
and, therefore, it also holds that

posti4;.w)({T}) = {postia;_.«)(T)} € 1 I{R;}. (19)

Therefore, T € cpre[4;,v] (T ]_[{Rj}) and the set cpre[4;,0] (T ]_[{Rj}) is upward closed.
2. Proving that for all elements S € [[{preta’ | wI(Rj)} it holds that S €
cpre(a;.o] (1 1{R;}): From the properties of ][, it holds that S = {s} is a singleton.

Because s € pre[A?fl,w](Rj), there is a transition s — r € A?fl for some r € R;. Since
postiAl_,w1(S) 2 {r}, it follows from the definition of A; that post{a;,«1({S}) = {T'}
where T D {r}, and so T € 1[[{R;} and postia;.01({S}) € 1][{R;}. We use the
definition of cpre to conclude that S € cpre(a;.o] (1 [[{R}}).

3. Proving that for every T € cpre[4;,o] (T LI{R j}) there exists some element § €
LI {pre[A?fl,w](Rj)} such that § € T: From T € cpre[4;,0] (T ]_[{Rj}) and the defi-
nition of A;, we have that

postia.ol({T}) = {P} S 1 [{R;} (20)

for P s.t. postia?_|,0)(T) = P. Since P € ALI{R;}, there existr € R; N Pandt € T

st.t>re A?_]. Because 7 € pre[4?_|,0l({r}), we choose S = {t} and we are done.
O

Intuitively, the sets with post-images above a singleton {p} € {{p} | p € Rj} = 1 1[{R;}

in the ordering C are those that contain at least one state ¢ € Q;_1 s.t. ¢ 5 p € A?_].
Combining (14) and Lemma 3 yields

cprelAb 1) (Z) = () 1L {preai  wi(R))}. 21)
RjER

a)Enijrll (1)
By applying Lemma 2, we get the final formula for cpre(a?.z1(Z):
cpre(t o1 (Z = T]_[R) = 11 {pre[A?_l,w](Rj) loen (1), R; € ’R}. (22)

In order to compute f,:(Z), it remains to intersect cpre(Af,01(Z), computed using (22), with

N;. By Eq. 9(iii), N; equals T]_[{Eﬁ,l}, and, by Lemma 2, the intersection can be done
symbolically as

fyp@ =111 ({F}[l} U [pre[A?il,w](Rj) |wen ' 0),R; e R}) (23)

Finally, note that a symbolic application of f,: to Z = 1][[R represented as the set R
reduces to computing pre-images of the elements of ‘R, which are then put next to each other,
together with Fiﬁ_l. The computation starts from N; = 1 ]_[{Fiu_1 }, represented by {I’Tf_1 1,

and each of its steps, implemented by (23), preserves the form of sets 1 | [R, represented by
R.
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5.3 Computing F? on representatives of | R-sets

Similarly as in the previous section, computation of Fijj at each even level of the automata
hierarchy is done by computing the least fixpoint of the function

fpe(Z) = F; U pre[a?,01(Z). (24)

We will show that the whole fixpoint computation from Eq. 9(ii) can be again carried out
symbolically due to the following two properties: (a) all intermediate values of Z are of the
form | R, R C Q;, meaning that the sets R can be used as their symbolic representatives, and
(b) pre and U can be computed efficiently on such a symbolic representation. The computation
is a simpler analogy of the one in Sect. 5.2.

We start with the computation of pre(A?,z1(Z) where T € m;4+1(X), assuming that Z is
of the form | R, represented by R = {Ry, ..., R,}. A simple analogy to (11) and (12) of
Sect. 5.2 is that the union of downward closed sets is a downward closed set generated by
the union of their generators, i.e.

IR=J URrj) (25
RjER
and that pre distributes over union, i.e.
pretal (U R) = | pretai a(UR; D). (26)
RjER

An analogy of (13) holds too:

preiaiaS) = | preraceis). (27)
wen (1)
Intuitively, pre(a?1(S) contains states from which at least one transition labelled by any

symbol that is projected to T by m; 41 leaves with the target in S. Using (26), (27), and the
fact that Z = {¢{Rj} |Rj € 72}, we obtain

preiaia(Z) = | J pretaioi(UR; ). (28)
Rj eR
wen (1)

To compute the individual disjuncts pre(4;.«](J{R;}), we take advantage of the fact that
every |{R;} is downward closed, and that A; is, by its definition (determinization by subset
construction), monotone w.r.t. C. That is, if P 2 pPe A; for some P, P’ € Q;, then for
every R C P, thereis R C P’ s.t. R 2 R’ € A;. Due to monotonicity, the pre[4;,]-image
of a downward closed set is downward closed (proved below). Moreover, we observe that
it can be computed symbolically using cpre on elements of its generators. In particular, for
aset [{R;}, we get the following lemma, which is a dual of Lemma 3:

Lemma4 Let R; C Q; 1 and o be a symbol over 7; (X) for i > 0. Then
preta.ol(W{R;}) = Lcprelal_, .01 (R})}. (29)

Proof First, we show that pre[a;.wl(}{R;}) is downward closed. Second, we show that
S = CpVE[A?fl,a)] (Rj) is in pre[A;.0](J{R;}). Finally, we show that every element T in
pre[4;.0]({{R}}) is smaller than or equal to S.
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1. Proving that pre[A;,wl(J{R}}) is downward closed: Consider a state S’ € Q; s.t. §' €
pre(4;.0]({{R}). From the definitions of pre and A;, it holds that

post(A;.0)({S}) = {postal_,.0)(S)} € L{R;}, (30)

(note that A; is deterministic) and, therefore, post(4}_|.«1(S') € J{R;}. For T C ¥, it
clearly holds that
postiA®_ | wl(T) C postia?_|wl(S)) 3D

and so it also holds that
postiAi.o)({T}) = {postiai_,.«1(T)} € I{R;}. (32)

Therefore, T € pre[a; a)](i,{R i}) and pre[4;.0](J{R}) is downward closed.
2. Proving that § = cpre[A}_,.0] (Rj) € pre(A;.0](J{R;}): From the definition of cpre, it
holds that
postiA® | wl(S) =S C R;. (33)

Further, from the definition of A;, it holds that S 28 e A; and, therefore, S €

pre(ai.ol(L{R;}).
3. Proving that for every T € pre[a;.0](J{R;}) it holds that T C S: From T €

pre[4;.0]({{R}}), we have that T 2 pec A; for P € Rj, and, from the definition
of A;, we have that P = post[A!_|,0)(T). From P = postA}_,,»1(T) and the definition
of cpre, it is easy to see that T C cpre[A} o] (P), and, moreover,

PCR; = cprelal_.ol (P) C cpreial_ .ol (R)). (34)
Therefore, we can conclude that T C cpre[A} | ] (R j) =S. O

Intuitively, the sets with the post-images below R; in the ordering C are those that do not
have an outgoing transition leading outside R;. The largest such a set is cpre[a!_.] (R).
Combining (28) with Lemma 4 yields

prelat(Z) = U Heprerai on (R))). (35)
RjER

wen (1)
Using (25), we get the final formula for pre[A?,r1(Z):
prelail(Z = | R) = cpreia’ .ol (R;) | @ € .} (), Rj € R}. (36)
To compute f Fp(Z), it remains to unite pre[(a¥,01(Z), computed using (36), with F;. From
Eq. 9G), F; equlals i{Niﬁ,l }, so the union can be done symbolically as
Fre (@) =14 (VU fepreta_on (R)) |0 e 75, ). R € R)). (37)

Therefore, a symbolic application of f prtoZ = J R represented by the set R reduces to
computing cpre-images of elements of 52 which are put next to each other together with

NlIi |- The computation starts from F; = [{N; l} represented by {N; l} and each of its
steps, implemented by (37), preserves the forrn of sets | R, which are represented by R.
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5.4 Computation of F? and N}’ on symbolic terms

Sections 5.2 and 5.3 show how sets of states arising within the fixpoint computations from
Egs. 9(ii) and 9(iv) can be represented symbolically using representatives that are sets of states
of the lower level. The sets of states of the lower level will be again represented symbolically.
When computing the fixpoint of level i, we will work with a nested symbolic representation
of states of depth i. Particularly, sets of states of Qy, for 0 < k < i, are represented by terms
of level k where a term of level O is a subset of Qq, a term of level 2j + 1, for j > 0, is of
the form 1] [{t1, ..., t,} where 11, ..., t, are terms of level 2, and a term of level 2, for
j > 0, is of the form |{t1, ..., t,} wheretq, ..., 1, are terms of level 2j — 1.

The computation of cpre and f N on a term of level 2 j 4+ 1 and computation of pre and

J
f 2 onatermof level 2/ then becomes a recursive procedure that descends via the structure
2j

of the terms and produces again a term of level 2 j + 1 or 2 respectively. In the case of cpre
and f,: calledonatermoflevel 2j+1, Eq. (22) reduces the computation to a computation
2j+1

of pre on its sub-terms of level 2 j, which is again reduced by (36) to a computation of cpre

on terms of level 2j — 1, and so on until the bottom level where the algorithm computes pre

on the terms of level O (subsets of Q). The case of pre and f I called on a term of level 2}
2j

is symmetrical.
Example 1 We will demonstrate the run of our algorithm on the following example formula:

e=—3X-3FY-3Z: X <Y ANY < Z
[ ——

Y0

¢3

Note that we extend the minimal syntax introduced in Sect. 2 with two additional atomic
predicates and one additional logical connective (added to easily obtain automata suitable for
the demonstration of our algorithm). The semantics of the atomic formula X < Y is defined
as

X<Y = (EIxeX:Ver:EIW:
FueW:y=u+1DA

(38)
(VweW:@u eW:w=uw'+1)Vvuw=1x))

ATy €Y :true,

where we use first-order variable quantification in the standard meaning. Informally, X < Y
denotes that both X and Y are non-empty and that the least element of X is strictly smaller
than every element of Y.

We build the base automaton Ay, corresponding to the base formulagy =X < Y AY <
Z by (i) cylindrification of the atomic automata Ay .y and Ay_z depicted in Fig. 1a, b,
respectively, and by (ii) constructing the intersection automaton Ag = Axy N Ay~z. The
minimal non-deterministic automaton .4g is depicted in Fig. 2. The symbol ? denotes that
the value on the given track can contain both O or 1.
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(@) Ax <y (b) Ay <z

Fig. 1 Atomic automata Ay _y and Ay .7

X:0 X7 X7 X:
Y:0 Y:0 Y :? Y :
Z:0 Z:0 Z:0 7

N <
N

?
o1
0

D))

Fig.2 Automaton A for the formulagg =X <Y AY < Z

N
o o

Recall that our method decides validity of ¢ by computing symbolically the sequence of
sets Foﬁ, Ni, Nf, P, qu, N3, corresponding to the sequence of automata ij s Aoy A(plt s Ags
A(pn, Ay, with each of the sets represented using a symbolic term, and then finally checks

2
whether I3 N N3 # (.

Let us show how the sequence is computed. Once we have constructed the base automaton,
we first process the existential quantification of the variable Z, i.e. the subformula (pg =3Z:
¢o. The first set in the sequence, Fg , is obtained using a fixpoint computation given by
Eq. 9(ii), that is,

F§ = uW . Fy U pre(al o1(W).

This computation returns the set of states backward-reachable from Fy via O transitions of
Ag. Here, the zero symbol 0O corresponds to the mapping 5 § of the free variables of the

subformula (p(t). The set Fy of states of the base automaton Ay, from which the computation

starts, equals {4}. Since we are processing 3Z in the formula, the transition relation Ag can

be obtained by removing the track corresponding to the variable Z from Ag. For instance,
¥ (l) X1

from the transition 1 ———0—> 2, we obtain 1 —1—0—> 2. However, according to (28), instead of
removing the track, our algorithm rather computes the predecessors on the original transition
relation Ag according to symbols where the value in the concerned Z-track is arbitrary. The
set of such symbols is obtained using the inverse operation of projection. In particular, the

inverse operation of projection n[_zl] (¥:93), which is used in the fixpoint computation of F, ]
X:0 X:0
equals the set { Yoo, 10 } The fixpoint computation is then carried out as follows:

Y:
Z:
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Fg =F Upre[AfJ £ 8](F0) U pre [Ag X 8](F0)U~-~

=ru( U pease@)u-- [by (28)]
qeFo=(4)
wer (¥ o)
X:0 X:0
=FU (pre[Ao. v 8](4) Upre|:A0, v (1):|(4)) U
={4u{3,4fu{4hu...

After two iterations, the fixpoint is fully computed, yielding the term
HEF = Fg = {3, 4}.

Next, we have to process the negation in the subformula ¢; = —3Z : ¢y, which leads to
computation of the term #[~,] using Eq. 9(iii), yielding the term

v = A LIESY = 1 1L1{3. 4}

The algorithm continues by computing the term for the set of states N ?, corresponding
to the subformula gof = 3Y : ¢y, which implies a need to process another quantifier level

(namely, that of variable Y'). Similarly to the previous computation, the transition relation Ai
can be obtained by removing the track corresponding to the variable Y. This means that the
fixpoint computation needs to compute cpre with the symbol 0 that now corresponds to the
symbol X: 0. Instead of that, however, a computation over A; with symbols with arbitrary
values of Y will be used. In particular, the set of such symbols will be obtamed by Eq. (14)
using the inverse projection of Y, which yields the set y](X 0) = {¥:9, ¥:9). More

concretely, the computation of N f is performed according to Eq. 9(iv) as follows:
Ntt = vW . N Ncpre[at,01(W).

To compute the above, Eq. (23) is used to transform the problem of computing the cpre[(A;,«']-
image of a term into a computation of a series of pre[A],»]-images of its sub-terms in the same
way as Eq. (37) is used when computing #[F]], resulting in the following fixpoint computation:

Nlj =N ﬂcpre[Af,X : 0](N1) ﬂcprez[Aﬁ‘, X: 0](N1) n-..

=nn( ) eprese@) - [by (14)]
QeN;
werp|(X: 0)

= N1 0 (eprefan. § § (A LI, 4 Nepre[ar 32 0]t LT3, 41) -

N (1L {prefai 32 9]3. 40} N1 1 {pre[A) Ftjasan))n- [by Lemma 3]
(] U oreseolnta] U premu,wxq)}) - Iby 28)]
ge3.4) ge3.4)
ey o) wen(y i)

X:0

=N N ( T]_[{pre|:Ag. ; 8:|(3) Upre|:An,

N
-0 o

:|(3) u
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X:0 X:0
pre[Au. Yf 0}(4) Upre[Ao. ; (11}(4)} n
tLifpre|a0. 378 @ Upre 203 |0

pre|:A0 § 1}(4)Upre[Ao Y 1}(4)}) n-

=+ 1{B. 4} n (1 LI{B. 41} N1 LI{2. 3, 4}})
=B 4 n(tL{B.4u(23.4})n [by Lemma 1]
=tI{3B. 4} n111{2.3,4}} n

Note that we do not have to compute explictly the term pre[Aé £ 8]({3, 4}) as it was com-

puted in the previous iteration of the algorithm, and thus we can use caching of intermediate
results to obtain an even more efficient decision procedure. We end up with the term

tivi1 = 1 11{3. 4}, (2.3, 4}}.

We continue with processing of the second negation by computing the term corresponding
to the set F, of automaton Ay, for the subformula ¢» = —3Y : ¢ using Eq. 9(i) to obtain
the term

e = UNTY = LT 40 2.3 41)).

Next, we process the last quantifier corresponding to the formula <p§t = 3X : ¢y. The

symbolic fixpoint computation of an from Eq. 9(ii) then starts from F> and uses an iterative
application of pre[4},0] according to the equation

F} = uW . Fy U pre(al oi(W).

Note that, since in gog, all of the variables are projected away, the zero symbol 0 now cor-
responds to the mapping ¢ of the empty set of free variables to the set {0, 1}. The inverse
projection of the symbol 0 is then the set T(x (@) = {x:0, x:1}. The fixpoint computation
proceedes similarly to the computation of t F0 1. Using (36), we transform the computation of
the image of pre[45,o"1 into the computation of a series of cpre[A%,«'1-images of the sub-terms
of 7[nf1. These are in turn transformed by (22) into a computation of a series of pre[a},wl-
images of sub-sub-terms of t[Fg], i.e. subsets of Q. For our example, this yields a fixpoint
computation analogous to the previous computation of the #[F]], resulting in the term

e = L{rLI{ 40 2.3, 401 1 LG, 40, 23,41, (1.2, 3.4}

Finally, using Eq. 9(iii), we process the last negation corresponding to the formula ¢ = ¢3 =
—3X : ¢, which yields the final term representing N3, namely,

zwg:TuhhUﬂ&MJ1&MLTU“&MJZ&MJLZ&M”}

Now, it remains to check whether I3 N F3 # (J using the computed term #[n3]. We will
show how to evaluate this intersection in the next section. O

?

5.5 Testing I, N F;; # @ on symbolic terms

Due to the special form of the set I, (every [;, where 1 < i < m, is the singleton set
{I;_1}, cf. Sect. 5.1), the test I,, N F,,, # ) can be done efficiently over the symbolic terms
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representing F,. Since I,, = {I,,—1} is a singleton set, testing I,,, N F,;, # @ is equivalent to
testing I,,—1 € Fy,. If m is odd, our approach computes the symbolic representation of N,
instead of F},. Obviously, since N, is the complement of F,,, it holds that I, € F),, <
In—1 ¢ Np. Our way of testing [,,_1 € | S on a symbolic representation of the set | S of
level m is based on the following equations:

{g}elS <= 3ISeS:qeSs (44)
{gtet]]S <= VSeS:qeS (45)

and, fori =0,
lhet]]S < VSeS:IhnS#y. (46)

Given a symbolic term ¢[R],, of level m representing a set R, < Q,,, testing emptiness of
I, N Ry, or I, C R, can be done over ¢[R,,] by a recursive procedure that descends along the

structure of 7[R,,] using (44) and (45), essentially generating an AND-OR tree, terminating
the descent by an application of (46).

Example 2 To finish Example 1, we need to test whether I3 N F3 = . This is equivalent to
checking whether I3 C N3, i.e., whether {{{{1}}}} € N3, which holds iff I, = {{{1}}} € N3,
using t[N3] = 1 ]_[{Fzﬁ} to represent N3. From (45), we get that

L={{Metl(F) < h={1})eF

because th is the denotation of the only sub-term t[Fg] of t[N;]. Equation (44) establishes
that

h={l}}eF; <
{1} e 1 11{{3.4}.{2,3.4}} v {1} e 1 [1{{3,4}.{2,3.4},{1,2,3,4}}.

Each of the disjuncts can then be further reduced by (45) into a conjunction of membership
queries on the base level, which is solved using (46) as follows:

h={1}}eF; <
(1e{3,4iA1€{2,3,4) v 1e€{3,4n1€{2,3,4}A1€{1,2,3,4})

Since none of the disjuncts is satisfied, we have that | ¢ Flsob ¢ N3, implying that
I, € F3. We conclude that /3 € N3 and hence = ¢. m]

5.6 Subsumption of symbolic terms

Although the use of symbolic terms instead of an explicit enumeration of sets of states itself
considerably reduces the searched space, an even greater degree of reduction can be obtained
using subsumption inside the symbolic representatives to reduce their size, similarly as in
the antichain algorithms [14]. For any set of sets S containing a pair of distinct elements
R, T € Ss.t. R C T, the following holds:

1S=JB\{R}) and 1][S=1[IET). 47

Therefore, if S is used to represent the set | S, the element R is subsumed by T and can be
removed from S without changing its denotation. Likewise, if S is used to represent 1] [S,
the element 7 is subsumed by R and can be removed from S without changing its denotation.
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We can thus simplify any symbolic term by pruning out its sub-terms that represent elements
subsumed by elements represented by other sub-terms, without changing the denotation of
the term.

Computing subsumption on terms can be done using the following two equations:

IRC|S <= VReR:3SeS:RCS (48)
AIIRSH][S < VSeS:dReR:RCS. (49)

Using (48) and (49), testing subsumption of terms of level i reduces to testing subsumption
of terms of level i — 1. The procedure for testing subsumption of two terms descends along
the structure of the term, using (48) and (49) on levels greater than 0, and on level 0, where
terms are subsets of Qg, it tests subsumption by set inclusion.

Example 3 In Example 1, we can use the inclusions of {3,4} C {2,3,4} < {1,2,3,4}
and (47) to reduce t[Nf] = T]_I{{3,4}, {2,3,4}} and the intermediate term ¢ =
PI{3. 4}, {2, 3.4}, {1, 2, 3, 4}} to the terms

il = 111{{2.3,4}} and
t = T]_[{{l, 2,3, 4}} respectively.

Moreover, Eq. (49) implies that the term ¢/ = 4][{{1,2,3,4}} is subsumed by
the term (v = A[[{{2.3.4}}, and so we can reduce the term f[Fj] =

Ve, 3,4 11, 2,3,41)] o the term
i = e s, 4.

6 Experimental evaluation

We have implemented a prototype of the presented approach in the tool DWINA [27]. It
uses the frontend of MONA to parse the input formula, and it handles FAs encoded using
the MTBDD-based representation from the 1ibvata library [28]. It has two modes of
operation. In Mode I, we use MONA to generate the minimal deterministic automaton Ay,
corresponding to the matrix of the tested formula. Since the input formula may not be in
the prenex normal form (i.e., a prefix of quantifiers followed by a quantifier-free matrix), the
matrix here corresponds to the subformula under the topmost quantifier, or, if there is no single
top-most quantifier, to the entire formula. The automaton is then translated into the 1ibvata
format, and our algorithm is run on top of the 1 ibvata-represented automaton. In Mode I,
we first transform the input formula into the prenex normal form where the occurence of
negation in the matrix is limited to literals, and then construct a nondeterministic automaton
Ay, for the matrix directly using 1ibvata.

We evaluated DWINA against two classes of benchmarks: formulae arising in verification
of pointer programs using the method based on the logic STRAND [6], and several parametric
families of manually constructed formulae, from which some were originally designed as
show cases for other tools. The main focus of our experiment was on comparing DWINA
with MONA, but we carried out some comparison with other available tools too. Namely,
we compared with an implementation of the coalgebraic decision procedure [24], which we
refer to as COALG, a decision procedure based on symbolic automata [22], which we refer to
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Table 1 Results for formulae obtained from verification tasks of STRAND [6]

Benchmark Time (s) Space (states)
Mona DWINA Mona DWINA

bubblesort-else 0.01 0.01 1285 19
bubblesort-if-else 0.02 0.23 4260 234
bubblesort-if-if 0.12 1.14 8390 28
sorted-list-insert-after-loop 0.01 0.01 167 36
sorted-list-insert-before-head 0.01 0.01 43 45
sorted-list-insert-before-loop 0.01 0.01 103 47
sorted-list-insert-error-error 0.01 0.01 103 47
sorted-list-insert-in-loop 0.01 0.01 463 59
sorted-list-reverse-after-loop 0.01 0.01 179 110
sorted-list-reverse-before-loop 0.01 0.01 179 110
sorted-list-reverse-in-loop 0.02 0.02 1311 271
sorted-list-search-after-loop 0.01 0.01 90 274
sorted-list-search-before-loop 0.01 0.01 90 274
sorted-list-search-in-loop 0.01 0.02 1311 84

as SFA, and the tool TOSS implementing a procedure based on the Shelah’s decomposition
[23].

A comparison of DWINA with MONA on the STRAND formulae Table 1 shows the com-
parison of DWINA and MONA against formulae arising in the shape analysis based on the
logic STRAND [6]. DWINA was used in Mode I. We measured the time the tools took for
processing the quantifier prefix of the formulae. Overall, DWINA was comparable and some-
times slightly slower than MONA. We then compared the sum of the numbers of states of
all automata generated by MONA when processing the quantifier prefix with the number of
symbolic terms generated by DWINA. The state spaces generated by DWINA are about one
or two orders of magnitude smaller than those generated by MONA. This makes us believe
that with enough optimization, DWINA could become better even time-wise.

An attempt to run DWINA on this benchmark in Mode II was unsuccessful since 1 ibvata
was not able to construct the matrix automaton in a reasonable time. This is because the con-
struction implemented within 1ibvata, which is based on nondeterministic automata, is not
optimized. In particular, it uses no automata reduction (whereas deterministic minimization
is one of the key features of MONA).

A comparison of DWINA with MONA on synthetic benchmarks To demonstrate that our
approach can scale significantly better than the explicit automata construction, we created
several parameterized families of WS1S formulae. Their basic formulae express relations
among subsets of Ny, such as the existence of certain transitive relations, singleton sets, or
intervals (their definitions can be found in [27]). From these, we algorithmically generate
families of formulae with a larger quantifier depth, regardless of the meaning of the generated
formulae (though their semantics is still nontrivial).
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Table 2 Results from

. . k Time (s) Space (states)
experiments with the HornsSub
formulae MONA DWINA MONA DWINA
2 0.20 0.01 25,517 44
3 0.57 0.01 60,924 50
4 1.79 0.02 145,765 58
5 4.98 0.02 349,314 70
6 00 0.47 00 90

In Table 2, we give results that we obtained from experimenting with one of the families,
called HornSub, where the basic formula expresses existence of an ascending chain of n
sets ordered w.r.t. C !:

Y -3AX 1~ 3K, L X \(Xi SYAX C X)) = Xip €Y.

1<i<n

The parameter k stands for the number of alternations in the prefix of the formula. We see
that DWINA clearly outperforms MONA. We use oo in the case the time exceeded 2 min or
when the tool ran out of memory. We carried out these experiments in Mode II of DWINA
(the experiment in Mode I was not successful due to a too costly conversion of a large matrix
automaton from MONA to 1ibvata).

All of the experiments above, targeted to compare the performance of DWINA and MONA
only, were carried out on an Intel Core i7-4770@3.4 GHz processor with 32 GiB RAM.

A comparison of DWINA with other tools. Our last set of experiments aims at a comparison
with other available implementations of WS1S decision procedures, namely TOSS [23], SFA
[22], and COALG [24]. Since the tools support a limited set of syntactic features, we could only
use a subset of the available benchmark formulae. Namely, we took the parametric families
of formulae HornLeq from [22] and HornIn from [23], originally proposed to evaluate
the performance of SFA and ToOSS, respectively, and our parametric family of formulae
SetClosed.? The basic formula of the SetClosed family expresses the non-existence
of an interval set. The parameter n stands for the number of existential quantifications in the
prefix of the formula:

Xy X Va2 ((xeX,-/\xfy/\yfz/\ZEX,-)=>yeX,-)

1<i<n

This experiment had to be evaluated on a different machine with a system that meets the
requirements of all the tools, with an Intel Core i7-4770@3.4 GHz processor and 16GiB
RAM, running Debian GNU/Linux. Table 3 gives the run times of the tools. We use oo in
case the time exceeded 2 min and oom to denote that the tool ran out of memory. While TOsS
performs best on their own benchmarks, DWINA outperforms the other tools on the rest of
the formulae.

1 Results for the other families are very similar and hence skipped here. An interested reader is referred to
[27].

2 Note that the HornSub family is not supported by ToSs and COALG, and thus we chose a comparably
complex family of SetClosed to present the overall comparison.

@ Springer



T. Fiedor et al.

;:f;fnztrixgergﬁi‘:‘sfvgr};ulae Benchmark Mona  Toss CoalG  SFA  DWINA
(times are given in seconds) HornLeq [22]
horn-leq06 0.01 0.02 1.10 0.01 0.01
horn-leq07 0.01 0.02 11.09 0.01 0.01
horn-leq08 0.01 0.02 101.48 0.01 0.01
horn-leq09 0.01 0.02 00 0.01 0.01
horn-leq10 0.01 0.03 0 0.02 0.01
horn-leq11 0.05 0.03 00 0.02 0.01
horn-leq12 0.09 0.04 00 0.02 0.01
horn-leq13 0.19 0.04 00 0.02 0.01
horn-leq14 0.45 0.04 00 0.02 0.01
horn-leql5 1.19 0.05 () 0.03 0.02
horn-leq16 3.35 0.05 00 0.03 0.02
horn-leq17 9.07 0.05 00 0.03 0.02
horn-leq18 22.89 0.06 00 0.03 0.02
horn-leq19 oom 0.06 00 0.03 0.03
HornIn [23]
horn-in04 0.01 0.01 0.02 0.27 0.01
horn-in05 0.01 0.01 0.14 0.76 0.03
horn-in06 0.01 0.02 1.07 2.65 0.13
horn-in07 0.01 0.02 8.50 8.31 0.29
horn-in08 0.01 0.02 68.05 32.44 1.16
horn-in09 0.03 0.03 00 00 3.42
horn-in10 0.09 0.04 00 00 18.40
horn-inl1 0.20 0.04 00 00 54.74
horn-in12 0.48 0.04 00 00 00
horn-in13 1.20 0.04 00 oo o)
horn-in14 2.95 0.05 00 o0 o]
horn-in15 7.26 0.05 oo oo 00
horn-in16 oom 0.06 00 00 00
SetClosed

set-closed01 0.01 0.02 0.04 0.01 0.01
set-closed02 0.01 0.02 00 0.13 0.01
set-closed03 0.01 0.18 00 0.14 0.01
set-closed04 0.34 00 00 13.96 0.01
set-closed05 00 o0 o0 oo 0.01
set-closed06 00 00 00 00 0.01
set-closed07 00 00 00 00 0.01
set-closed08 00 00 00 00 0.03
set-closed09 00 00 00 00 0.10
set-closed10 00 00 00 00 0.27
set-closed11 00 oo oo oo 0.95
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Table 3 continued

Benchmark MONA Toss COALG SFA DWINA
set-closed12 00 00 00 00 3.61
set-closed13 o0 ) o0 ) 14.30
set-closed 14 o0 ) o0 o0 69.08
set-closed15 o0 o0 o0 o0 o0

7 Conclusion and future work

We presented a new approach for dealing with alternating quantifications within the automata-
based decision procedure for WS1S. Our approach is based on a generalization of the idea
of the so-called antichain algorithm for testing universality or language inclusion of finite
automata. Our approach processes a prefix of the formula with an arbitrary number of quan-
tifier alternations on-the-fly using an efficient symbolic representation of the state space,
enhanced with subsumption pruning. Our experimental results are encouraging and show that
the direction started in this paper—using modern techniques for nondeterministic automata
in the context of deciding WS1S formulae—is promising.

An interesting direction of further development seems to be lifting the symbolic pre/cpre
operators to a more general notion of terms that allow working with general sub-formulae
(that may include logical connectives and nested quantifiers). The algorithm could then be
run over arbitrary formulae, without the need of the transformation into the prenex form.
This would open a way of adopting optimizations used in other tools as well as syntactical
optimizations of the input formula such as anti-prenexing. Another way of improvement
would be to use simulation-based techniques to reduce the generated automata as well as to
weaken the term-subsumption relation (an efficient algorithm for computing simulation over
BDD-represented automata is needed). We also plan to extend the algorithms to WSkS and
tree-automata, and perhaps even further to more general inductive structures.
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