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Abstract
Recent advancements in the automatic re-identification of animal individuals from images have opened up new possibilities for
studying wildlife through camera traps and citizen science projects. Existing methods leverage distinct and permanent visual
bodymarkings, such as fur patterns or scars, and typically employ one of two approaches: local features or end-to-end learning.
The end-to-end learning-based methods outperform local feature-based methods given a sufficient amount of good-quality
training data, but the challenge of gathering such datasets for wildlife animals means that local feature-based methods remain
a more practical approach for many species. In this study, we aim to achieve two goals: (1) to obtain a better understanding of
the impact of training-set size on animal re-identification, and (2) to explore ways to combine various methods to leverage the
advantages of their approaches for re-identification. In the work, we conduct comprehensive experiments across six different
methods and six animal species with various training set sizes. Furthermore, we propose a simple yet effective combination
strategy and show that a properly selected method combinations outperform the individual methods with both small and
large training sets up to 30%. Additionally, the proposed combination strategy offers a generalizable framework to improve
accuracy across species and address the challenges posed by small datasets, which are common in ecological research. This
work lays the foundation for more robust and accessible tools to support wildlife conservation, population monitoring, and
behavioral studies.

Keywords Animal re-identification · Local feature-based methods · Vision transformers · Species-specific re-identification ·
Dataset impact
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1 Introduction

Camera trapping and crowdsourcing have become widely
used tools for collecting extensive image data for the study
of wildlife populations (Hsing et al., 2022; Kays et al., 2022;
Green et al., 2024). This has created a demand for com-
puter vision methods to automate the analysis of the image
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data (Tuia et al., 2022; Kline et al., 2024). One of the most
important tasks to be automated is the re-identification of
individual animals, as this provides the basis for animal
behavior analysis and more accurate population size esti-
mates (Perez et al., 2025).

A number of methods have been proposed for animal re-
identification (Crall et al., 2013; Zhelezniakov et al., 2015;
Chehrsimin et al., 2018; Nepovinnykh et al., 2018, 2020,
2024a). Generally, the methods operate by quantifying var-
ious visual markers that are both permanent and unique to
each individual. These include fur (Chehrsimin et al., 2018;
Zhelezniakov et al., 2015), skin, and feather patterns (Ferreira
et al., 2020), ear (DeSilva et al., 2022) andfin shapes (Hughes
& Burghardt, 2017), as well as facial features (Deb et al.,
2018). Existing methods for animal re-identification can be
divided into three categories: (1) handcrafted species-specific
approaches, (2) local feature-based approaches, and (3) end-
to-end deep learning approaches. The first category consists
of methods that quantify handpicked features such as the ear
or fin shape (see e.g. Hughes and Burghardt (2017)) of a spe-
cific animal species. Such methods cannot be generalized to
a wide variety of different species; therefore, they are out of
the scope of this study. The second category contains species-
agnostic methods that do not require training, while the third
category includes methods that learn the necessary features
for identification from the training data.

The methods in the second category use local fea-
tures to detect and to describe interesting regions in the
body markings. These methods can be further divided into
approaches utilizing traditional handcrafted local features
such as SIFT (Lowe, 2004), and methods employing learn-
able local features, such as CNN-based HardNet (Mishchuk
et al., 2017) and SuperPoint (DeTone et al., 2018). The
local feature-based methods also differ in how the local fea-
ture descriptors are utilized to quantify the body marking
similarity for re-identification. The most commonly used
approaches are (1) geometry-based matching methods using
descriptor matching and RANSAC-like methods to analyze
the geometric consistency of the matching regions (Crall
et al., 2013; Nepovinnykh et al., 2025), and (2) feature
aggregation-based methods that use, for example, the Fisher
vector to aggregate features into a single embedding vec-
tor allowing efficient database search for the most similar
pattern (Chelak et al., 2021; Nepovinnykh et al., 2022,
2023, 2024a). CNN-based local features combined with
feature aggregation have been shown to produce represen-
tative pattern feature embeddings and high re-identification
accuracy (Nepovinnykh et al., 2024a, b). At the same time,
pre-trained or handcrafted local features make it possible to
apply these methods even when there is no training data is
available.

In the third category of animal re-identification meth-
ods, the pattern embeddings are learned in an end-to-

end manner using deep metric learning techniques. Both
CNN (Schneider et al., 2022; Moskvyak et al., 2021) and
transformer-based (Čermák et al., 2024; Jiao et al., 2024)
models have been proposed for animal re-identification.
These methods make it possible to learn necessary fea-
tures for re-identification from the images of the full animal
without the need to locate the distinctive regions from the
body marking. The end-to-end learning-based methods tend
to outperform local feature-based methods given a suffi-
cient amount of good-quality training data (Čermák et al.,
2024). However, gathering large datasets for wildlife animals
remains a challenge.

This study investigates the impact of training set size on
animal re-identification across different methods. We seek
to determine how the number of training images influences
method selection and the extent to which the animal species
affects training data requirements. Our focus is the “small
number of images” scenario because, in real life, the available
annotated datasets often are very limited in terms of the num-
ber of images, individuals, and the variety of images per indi-
vidual. Although extensive re-identification datasets exist for
farm and domestic animals (e.g., AerialCattle2017 (Andrew
et al., 2017), CatIndividualImages (Lin, 2020)), and can even
be gathered automatically (e.g., BirdIndividualID (Ferreira
et al., 2020)), most wildlife re-ID collections remain small
or lack variability, since they rely on camera trap sequences
or video frames (e.g., PolarBearVidID (Zuerl et al., 2023)).
Moreover, collecting large datasets of new wildlife species
is a very time-consuming process. Ideally, it would be ben-
eficial to incorporate automated re-identification techniques
early in the data collection process. This makes methods that
require only a small amount of training data or no training
data at all an attractive option for re-identification studies.We
conduct extensive experiments on six animal species using
six re-identificationmethods including both local feature and
end-to-end learning-based methods. We show that (1) the
amount of training data has a significant effect on the model
selection with local feature-based methods outperforming
end-to-end learning-basedmethodswhen training data is lim-
ited and vice versa, and (2) results vary notably depending
on species-specific characteristics, notably intra-individual
variance.

To improve the accuracies and to obtain a method that
performs well across different species and training set sizes,
we propose using model combinations that leverage the ben-
efits of both local feature and end-to-end approaches for
re-identification. We present a simple approach that allows
flexible combination of multiple re-identification methods.
The proposed combination approach operates solely on
pair-wise distances or matching scores and utilizes logis-
tic regression to obtain more accurate distances (see Fig. 1).
Thismakes the combinationmethod applicable tomost exist-
ing re-identificationmethods.We show that properly selected
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Fig. 1 Overview of a multi-model animal re-identification method.
The method takes a query image and compares it to a database of
images using multiple different re-identification (Re-ID) models. Each
model generates its own set of embeddings (indicated by arrows con-
nected toRe-IDmodels), which are then combined to improve accuracy.
Blue and yellow dots, representing individuals in the embedding space,

correspond to the same individual in the query and database images,
respectively. Red crosses indicate individuals different from those in
the query and database images. Combining Re-IDmodels enables more
effective matching of individuals to their closest neighbors compared
to using a single method

model combinations, on average, clearly outperform individ-
ual methods across a wide variety of animal species.

The main contributions of this study are: (1) an exten-
sive evaluation of different types of animal re-identification
methods across various species and training set sizes, and (2)
a combination strategy that allows the simultaneous use of
multiple re-identificationmethods to achieve higher accuracy
across different species compared to individual methods.

2 RelatedWork

Individuals of many animal species can be re-identified
by different types of visually unique biological traits such
as fur pattern, fin shape, or face. Numerous automatic re-
identification methods utilizing these features have been
developed, and they can be divided into three categories: (1)
handcrafted species-specific approaches, (2) local feature-
based approaches, and (3) end-to-end deep learning
approaches.

The first category of methods utilizes species-specific
traits such as, primate facial features (Deb et al., 2018) or
the fin shape of great white sharks (Hughes & Burghardt,
2017) and bottlenose dolphins (Thompson et al., 2022), ear
contour of Asian elephants (De Silva et al., 2022), fluke of

humpback whales (Weideman et al., 2020), or texture fea-
tures of seal fur (Chehrsimin et al., 2018; Zhelezniakov et
al., 2015). Traditional methods in this category are based-on
feature-engineering. For example, the method from Hughes
and Burghardt (2017) starts with the detection of the shark
fin contour followed by the computation of shape features
used for the re-identification. Themajority of recent methods
utilize deep learning to compute the feature (e.g., shape) rep-
resentation for the selected traits. These deep learning-based
approaches include, for example, finFindR (Thompson et al.,
2022), OC/WDTW (Bogucki et al., 2019) and the ArcFace-
basedmethod by Cheeseman et al. (2022). Since themethods
in this category operate by quantifying the specific visual
traits, distinguishing the individuals of the species of interest,
many of the methods can be trained without identity labels.
This, however, this also makes the methods species-specific
which limits their wider usability.

The second category consists of methods that extract
and match local features such as SIFT (Lowe, 1999) or
SuperPoint between images and perform the re-identification
by quantifying the similarity of the matching regions or
the geometric consistency of the matched point pairs. For
example, HotSpotter (Crall et al., 2013) is a SIFT-based
re-identification algorithm that uses viewpoint invariant
descriptors and a scoring mechanism that emphasizes the
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most distinctive key points, called “hot spots,” on an ani-
mal pattern. A similar approach is proposed in Pedersen et
al. (2023) where multiple local feature descriptors including
SIFT, SURF, and SuperPoint are compared on giant sunfish
re-identification. Lalonde et al. (2022) proposed the use of
transformer-based local features (Sun et al., 2021), instead
of traditional hand-crafted features and a simple point corre-
spondence confidence basedmatching criteria for blue whale
re-identification. Algorithms in this category are species-
agnostic and can be applied to a wide-variety of biological
traits.

To perform the re-identification, the local features are typ-
ically matched between images and RANSAC-like methods
are used to analyze the number and geometric consistency of
the matching regions (Crall et al., 2013; Nepovinnykh et al.,
2025). An alternative approach is to use feature aggregation.
In Chelak et al. (2021); Nepovinnykh et al. (2024a, b), Fisher
vector encoding was used to aggregate the local features into
a single embedding vector. This encoding has the benefit of
producing a fixed-size descriptor for thewhole image pattern,
thus simplifying the database search for the re-identification.
Generation of a descriptor also allows aggregation over mul-
tiple images (Nepovinnykh et al., 2022, 2023), enabling
identification of an animal from image sequences.

The third category consists of methods that utilize deep
learning techniques such as CNNs or Vision Transformers
(ViTs) to learn the feature embeddings or re-identification in
an end-to-end manner without the need to explicitly select
the biological traits to be used for the re-identification. Gen-
erally, the deep learning-based methods can be divided into
classification-based methods and metric-based approaches
(Vidal et al., 2021). The classification-based methods (e.g.
Nepovinnykh et al. (2018); de Silva et al. (2022)) typically
assume that the database of individuals is known and fixed,
allowing the final algorithm to only identify individuals from
that database. Open-set recognition techniques can, however,
be used to allow the classification-based re-identification
models to recognize when an image contains a previously
unseen individual. For example, Kim et al. (2022) proposed
using a CNN-based classifier with the OpenMax layer.

Methods based onmetric learning (see e.g. Schneider et al.
(2022)) aim to learn a similarity or distance metric between
the input images or patterns. The re-identification is then
performed by clustering or matching based on the similarity,
which means that metric-based approaches are not limited
by the initial database and can be applied to new individu-
als without retraining. Metric-based methods are generally
preferred since obtaining the full dataset containing all indi-
viduals is practically impossible for any wildlife application.

Most recent methods for animal re-identification utilize
metric learning with deep backbones such as CNNs (Schnei-
der et al., 2019, 2022) or Vision Transformers (ViTs) (Zheng
et al., 2022). CNNs have been successfully applied for

re-identification of, for example, Amur tigers (Liu et al.,
2019), undulate skate (Gómez-Vargas et al., 2023), manta
rays (Moskvyak et al., 2021), bumblebees (Borlinghaus et
al., 2023), and ringed seals (Nepovinnykh et al., 2020). ViTs
have been proposed, for example, for re-identification of
meerkats, lions, and red pandas (Zheng et al., 2022). Zheng
and Wang (2025) proposed combining both CNNs and ViTs
for animal re-identification. Various additional techniques
have been proposed to further improve the recognition accu-
racy. These include pose embeddings (Moskvyak et al., 2021)
and pose estimation and key point alignment (Yeleshetty et
al., 2020; Yu et al., 2021; Moskvyak et al., 2021).

While end-to-end deep learning-based methods are, in
theory, applicable to any animal species with identifiable
visual markers, they are typically trained or fine-tuned on
one species at a time. Recently, efforts have been put towards
creating a multi-species models. In Čermák et al. (2024),
various backbones and training strategies were evaluated on
training of a single model for multiple animal species. Jiao
et al. (2024) proposed training a model using both visual and
textual guidance by employing a large languagemodel (GPT-
4) combined with CLIP to obtain additional species-specific
information for the re-identification.

Despite the large pool of animal re-identification meth-
ods proposed in the literature, comprehensive comparisons
of different approaches have not been done. Most methods
have been developed and tested using a single or a few
animal species and in-house datasets. This has likely led
to design choices tailored to the specific characteristics of
the species of interest, leaving the generalizability of these
methods unclear. This issue is further emphasized by the lim-
ited amount of training data for endangered species and the
data-hungry nature of various end-to-end approaches, but the
sensitivity of existingmethods to training set sizes across dif-
ferent animal species and patterns has not been extensively
researched. Additionally, the potential benefits of combin-
ing different methods (method ensembles) have not been
explored in the context of animal re-identification. In this
paper, we address these gaps by evaluating various types
of animal re-identification methods and their combinations
across different species and training set sizes.

3 SelectedMethods

For this study, we selected six methods. The methods were
selected to represent a diverse set of approaches, includ-
ing both local feature-based and end-to-end deep learning
methods, methods developed specifically for animal re-
identification and general object re-identification, as well
as different model architectures. The local feature-based
methods included are Hotspotter (Crall et al., 2013) and
Aggregated Local Features for Re-Identification (ALFRE-
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Table 1 Summary of methods used in the study

Requires Training Type Architecture Original application

ALFRE-ID No local feature-based CNN+aggregation Animal Re-ID

Hotspotter No local feature-based SIFT+RANSAC Animal Re-ID

BioCLIP Yes end-to-end CLIP Taxonomic Rank ID

MegaDescriptor Yes end-to-end Transformer Animal Re-ID

MiewID Yes end-to-end CNN Animal Re-ID

TransReID Yes end-to-end Transformer Vehicle/Person Re-ID

ID) (Nepovinnykh et al., 2024b). The former utilizes hand-
crafted local features, while the latter employs pre-trained
CNN-based local features and feature aggregation. The end-
to-end learning-based methods included are the CNN-based
MiewID (WildMeOrg, 2024), and the transformer-based
TransReID (He et al., 2021), MegaDescriptor (Čermák et
al., 2024), and BioCLIP (Stevens et al., 2024). TransReID is
a general-purpose re-identification method originally devel-
oped for humans and vehicles, whereas MegaDescriptor was
specifically developed for animal re-identification, and Bio-
CLIP is a general biologyvisionmodel. The selectedmethods
are summarized in Table 1.

3.1 Hotspotter

Hotspotter (Crall et al., 2013) is aSIFT-based re-identification
algorithm that uses viewpoint-invariant descriptors and a
scoring mechanism that emphasizes the most distinctive
keypoints or “hot spots” on a body marking. Moreover, a
RANSAC-based spatial reranking is applied to ensure the
geometric consistency of the point correspondences.

3.2 ALFRE-ID

ALFRE-ID is an animal re-identification framework that
starts with tone mapping and animal segmentation fol-
lowed by pelage pattern extraction to emphasize the body
marking essential for re-identification and to eliminate non-
relevant elements such as background and illumination.
Pre-trained CNN-based local feature extractors, such as
HardNet (Mishchuk et al., 2017) or DISK (Tyszkiewicz
et al., 2020), are used to extract local features that are
then aggregated using Fisher vectors (Perronnin & Dance,
2007; Perronnin et al., 2010) to create a representative
embedding of an individual’s pattern. Candidate matches
are obtained by searching the most similar Fisher vectors
from the database, and finally spatial reranking is performed
similarly to Hotspotter. The main advantage of this method
is that it does not need to be trained on the target dataset
to perform well; instead, it relies on pre-trained feature
extractors. It should be noted that the ALFRE-ID frame-

work does not specify the CNN-based local features, but
they can be selected based on the animal species. Possible
options include HessAffnet (Mishkin et al., 2018) for detec-
tion and HardNet (Mishchuk et al., 2017) for description,
or DISK (Tyszkiewicz et al., 2020) for both detection and
description.

3.3 MiewID

MiewID (WildMeOrg, 2024) is a part of a WildBook
project (Berger-Wolf et al., 2017). It is an end-to-end
learning-based re-identification method that utilizes the Arc-
Face loss (Deng et al., 2019) with an EfficientNet CNN
architecture (Tan & Le, 2019) as a backbone.

3.4 TransReID

TransReID is a transformer-based re-identification method
originally developed for persons and vehicles (He et al.,
2021). It utilizes a sequence of image patches (tokens) and
transformer layers for feature extraction (Luo et al., 2019).
Additionally, a Jigsaw Patch Module, that shifts and shuf-
fles patch embeddings, is applied to generate more robust
features and to address occlusions and misalignments. The
model is trained using the ID loss (the cross-entropy loss
without label smoothing) and the triplet loss.

3.5 MegaDescriptor

A toolkit for animal re-identification is introduced in Čermák
et al. (2024). Termed Wildlife Tools, this methodology
encompasses a range of backbones, along with training and
matching strategies. In this study, MegaDescriptor refers
to the most effective model from the original publication,
namely the Swin Transformer (Liu et al., 2021) trained with
the Arcface loss. Unlike TransReID, MegaDescriptor was
specifically developed for animal re-identification.
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3.6 BioCLIP

BioCLIP is a vision model for general organismal biol-
ogy (Stevens et al., 2024). It is based on OpenAI’s ViT-B/16
CLIPmodel and trained on TreeOfLife-10M [64]. The vision
transformer encoder has lower input image resolution than
MegaDescriptor, but due to the nature of theTreeOfLife-10M
dataset, it is expected to outperform general domain trans-
formers with similar architecture in biology-specific tasks.
For re-identification purposes, the internal vision transformer
of the BioCLIP model was used to generate embeddings of
images, which were then used to find the closest individual
in the embeddings space.

4 Method Combination

Selection of the re-identification method depends heavily on
the amount of training data and the type and variation of
the visual markings of the animal species of interest. Dif-
ferent methods excel on different datasets and species. To
gain benefits from the different types of methods, we pro-
pose to use method combinations. The operation principles
of re-identification methods vary greatly some producing
embeddings, some finding matching regions, etc. This limits
the approaches that can be used for combinations.

To obtain a general purpose combination rule, we pro-
pose a method that operates solely on pair-wise distances
or matching scores. Therefore, the only requirement for a
method i to be eligible for use in the combination is that
it can output a distance di (x, y) between two images x , y.
Assuming that a set of labeled data X is available, it is pos-
sible to calculate pairwise distances between all images in X
and classify those distances as correct matches and incorrect
matches.

For a pair of images (x, y), n distances are calculated,
where n is the number of methods in the combination.
The distances are collected into a single vector �D(x, y) =
[d1(x, y), d2(x, y), · · · , dn(x, y)]. After calculating all pair-
wise distance vectors for a labeled dataset X , a multivariate
logistic regression is fitted to predict the probability of a pair
of images representing the same individual. The output of
the logistic regression is then used for further matching and
re-identification.

In the case of combinations involving ALFRE-ID, dis-
tances between Fisher vectors are used as inputs to the
regression. The geometric verification step can instead be
applied to the combined distances using local descriptors that
were, for example, extracted as part of ALFRE-ID algorithm.

The approach canbeusedwith a relatively small amount of
labeled data, since the pairs of distances are used to fit logis-

tic regression, resulting in |X |2−|X |
2 training samples. When

combining methods that require training, it is better to use
the validation set instead of a training set, with the results
on the validation being more representative of the algorithm
performance on the unseen data.

5 Experiments

Westudied the performanceof themethods and combinations
on multiple datasets and their scaled-down variants.

5.1 Data

The experiments were conducted on six datasets, each repre-
senting a different species: Saimaa ringed seals (Pusa hispida
saimensis), whale sharks (Rhincodon typus), Grevy’s zebras
(Equus grevyi), plains zebra (Equus quagga), African leop-
ards(Panthera pardus), and Beluga whales (Delphinapterus
leucas).

The Saimaa ringed seals dataset is a modified version of
the SealID dataset (Nepovinnykh et al., 2022) where sim-
ilar images were removed, and new images were added to
enhance diversity. Saimaa ringed seals can be re-identified
based on their unique and permanent ringed pelage patterns.

The whale shark and Grevy’s zebras datasets were pro-
videdbyWildMe (Berger-Wolf et al., 2017). Theplains zebra
dataset is a publicly available dataset provided by LILA and
Wild Me (Parham et al., 2017; Me, 2017). The African leop-
ard dataset was provided by the African CarnivoreWildbook
(ACW). These four species have unique biological traits that
can be used for their re-identification: whale sharks have dis-
tinctive spot patterns on their skin, particularly around their
dorsal fins and gills, Grevy’s and plains zebras have unique
stripe patterns all over their bodies, and leopards have spot
patterns and neck markings.

The Beluga whales dataset is a publicly available dataset
provided by LILA and Wild Me (Me, 2022). Beluga whales
do not have a distinct skin pattern, but they can be re-
identified using scars or pigmentation variations. Examples
of images are presented in Fig. 2. All dataset statistics are
given in Table 2.

5.2 Description of Experiments

We created several scaled-down versions of the training sets
for each species, comprising 2000, 1000, 500, 200, and 100
images each, and evaluated the accuracy of the methods
when trained on these sets. To achieve the desired total for
each scaled-down set, we iteratively removed images of indi-
viduals with the largest number of examples in the dataset.
Test and validation sets were created by optimizing a spe-
cial objective function (Virtanen et al., 2020). The objective
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Fig. 2 Sample images from the datasets. Images connected with green
borders are from the same individual, while images with red borders
are from different individuals

function is designed to find a split that matches the train to
test ratio and unseen individuals ratio to the specified values.

For all datasets, the training ratio was set to 0.7, mean-
ing the test and validation set ratios were 0.15 each. For the
Grevy’s zebra the unseen ratio was set to 1.0, indicating that
all individuals in the test subset were not seen during training.
For Saimaa Ringed Seals, whale sharks, and beluga whales,
the unseen ratio was set to 0.5, meaning that 50% of all indi-
viduals in the test subsetwere presented in the training subset.
The unseen ratio was chosen for each animal species based
on how difficult the pattern is to match. For example, zebra
stripes are relatively easy tomatch, so higher unseen ratiowas
used to increase the difficulty for the algorithms. No images
from the test set were seen during training. It should be noted
that Hotspotter and ALFRE-ID do not require training.

Hotspotter was applied with default parameters, as speci-
fied in the source code repositoryprovidedby the authors [70].
The ALFRE-ID framework supports various feature extrac-
tors. For the seal dataset, HessAffNet (Mishkin et al., 2018)
and HardNet (Mishchuk et al., 2017) were used as feature
detector and descriptor respectively. The images were pre-
processed by removing the background and extracting the
pelage pattern. For the other datasets, DISK (Tyszkiewicz et
al., 2020) features were used. For the two zebra datasets, the
background was removed. The Beluga whale data did not
require preprocessing as the images were pre-cropped and
resized. The codebooks were created from the test datasets.

ForMiewID, default training parameterswere used except
for the image sizewhichwas set to 480×480. ForTransReID,
the ViT-B/16 backbone pre-trained on ImageNet-21K and
ImageNet-1K was used. The model was fine-tuned on each
dataset using the AdamW optimizer for 100 epochs, and the
cosine decay scheduler with restarts, and 224 × 224 input
size images. The settings were primarily based on the sup-
plied configuration, which were used for the training process
described in the original TransReID paper (He et al., 2021).

ForMegaDescriptor, theSwin-L-384backbonepre-trained
on WildlifeDatasets (Čermák et al., 2024) was chosen. To

avoid the problem of images from the datasets under con-
sideration being partially included into the training data
of MegaDescriptor, the model was re-trained using open-
sourced code provided by the WildlifeDatasets, with exclu-
sion of the six datasets included in the study. The fine-tuning
was done with the Arcface loss function, the SGD opti-
mizer (ichi Amari, 1993), and the cosine annealing learning
rate schedule over 50 epochs.

For BioCLIP, fine-tuning was performed only on the
internal vision model, using the same training settings as
MegaDescriptor, but with the Adam optimizer.

The hyperparameters of BioCLIP, MegaDescriptor, and
TransReID were optimized specifically for the datasets
utilized. The number of gradient accumulation steps, learn-
ing rate, and optimizer parameters were optimized using
Optuna (Akiba et al., 2019). The default Tree-structured
Parzen Estimator (Watanabe, 2023) was used as a sampler,
maximizing themAPmetric on the validation set. The default
parameterswere found to be reasonably good for eachmodel.
UsingOptuna allowed for small adjustments, ensuring amore
optimal training environment for the tasks. All possible com-
binations of methods were evaluated with and without added
geometric verification on all available datasets and dataset
sizes. Logistic regression for the combination was fitted to
the method distances on validation sets.

6 Results and Discussion

The results are shown in Table 3 and Fig. 3. The fig-
ure shows Top-1 accuracies of standalone methods, as well
as the combination of the 4 best performing methods. The
combination is presented in two variants: with and with-
out geometric verification for comparison. While the use of
geometric verification is situational, there are cases where
it can enhance performance, for example, in Saimaa ringed
seals (Fig. 3). As expected, when the amount of training data
is large, the end-to-end learning-based methods outperform
the local feature-based approaches. Especially, the methods
originally developed for animal re-identification (MiewID
and MegaDescriptor) provide high accuracies, with MiewID
being overall the bestmethod (80.6%averageTop-1 accuracy
over all datasets). ALFRE-ID provides the highest accuracy
on Saimaa ringed seals that have notable variation on what
parts of the pattern are visible emphasizing the benefits of
feature aggregation. It should be noted that ALFRE-ID is
based on the NORPPA (NOvel Ringed seal re-identification
by Pelage Pattern Aggregation) method (Nepovinnykh et al.,
2024a) developed specifically for ringed seals. Top-3 and
Top-10 accuracies, along with a detailed analysis of each
method’s performance and consistency, are provided in the
Supplementary Materials.
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Fig. 3 Dependency of Top-1 accuracies of single methods and com-
bination of best four methods on dataset size for each of six species.
Vertical lines indicate each of the five fixed sizes for datasets. Four best

methods for the combination are picked based on Top-1 accuracy for
each distinct pair of training data and species

CNN-based MiewID clearly outperforms transformer-
based TransReID, MegaDescriptor, and BioCLIP. Tran-
sReID almost reaches the accuracy of MiewID only on the
whale shark dataset, given a sufficient amount of samples.
There are at least two potential reasons for this: (1) even
when the full training sets are used, the amount of images
is still relatively low for transformer architectures with a
notably higher number of parameters than CNNs, and (2)
while transformers excel at modeling the global relations in
an image (pattern), they are not as good at modeling local
regions which is essential for the re-identification task (Li et
al., 2021). The BioCLIP model utilizes lower (224 × 224)
image input size and was initially trained for species and
higher level classification, which can be a reason of under-
performing in re-identification tasks.

Of the local feature-based methods, ALFRE-ID outper-
forms Hotspotter on Saimaa ringed seals, whaleshark and
Beluga whale datasets, suggesting that the CNN-based local
features combined with the feature aggregation produce rep-
resentative pattern embeddings. Hotspotter completely fails

on Beluga whales since they lack a clear pattern, while
ALFRE-ID still manages to perform reasonably well, pro-
ducing best results for training sets smaller than 1000 images.
The datasets for African leopards, Grevy’s zebra, and plains
zebra were originally curated using the Hotspotter method,
which may explain the high accuracy observed for these
datasets.

Interesting results are observed with small training set
sizes. Local feature-basedmethods are generally better when
the training set contains only 100 images, with Hotspot-
ter providing the highest accuracy (64.7% average Top-1
accuracy over all datasets). However, one notable benefit
of ALFRE-ID, compared to Hotspotter, is that as it uses
learnable CNN-based local features, it would be possible to
fine-tune the local features if training data on point corre-
spondences were available making it possible to also utilize
larger datasets efficiently. This, however, was not evaluated
in this study, but only pre-trained local features were used.
Any advantages of using transformer architectures, such as
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Fig. 4 The spread of Top-1 accuracies of methods on dataset size over
all of six species. Full dataset size is calculated as average of full dataset
sizes. Boxplots show the interquartile range (Q1–Q3) with a central line

at the median and white dot at the mean; whiskers extend to the most
extreme values within 1.5 × I QR

TransReID, MegaDescriptor and BioCLIP, as it was demon-
strated, are not observed in the small dataset scenario.

The characteristics of the species appear to have a notable
effect on how quickly the end-to-end learning-based meth-
ods surpass ALFRE-ID and Hotspotter when the quantity
of training images is increased. Intra-individual variance
appears to beparticularly influential, as species such as zebras
and whale sharks, which exhibit smaller pose variations and
patterns with clear contrast, thus reducing the impact of vary-
ing illumination, require less training data.

As can be seen in Table 2, there is a variation in the number
of individuals and the average number of images per individ-
ual across the datasets used. Based on the results, it remains
unclear how these variations affect the performance of the
models, as other factors, such as the size of training data and
the type of species, skew the results. A more detailed discus-
sion of this is provided in the supplementary materials.

Method combination offers an opportunity to enhance the
overall performance by leveraging the inherent strengths of
individual methods. Local feature-based approaches, such
as ALFRE-ID, which do not require additional training, can
serve as a baseline to improve more data-intensive methods
like CNNs (MiewID) or transformer-based methods (Tran-
sReID, MegaDescriptor, BioCLIP). As shown by the Fig. 4,
even on a training dataset as small as 100 images, the com-
bination of non-trained methods and deep-learning methods,
on average, outperforms any standalone method of that com-
bination. The situation persists on higher amounts of training

data, when end-to-end methods show better accuracy than
local feature-based ones.

The improvement achieved by combining methods varies
based on the factors considered in the study: methods
included, species, and training data size. Fig. 5 presents a
comparison of the Top-1 accuracy of single methods with
the Top-1 accuracy of a combination of these methods, for
any possible combination. Since for each species there are
six different train data sizes available, the Top-1 accuracy
values in the figure were calculated as the average of these
sizes. A blue line in each plot indicates the equality of accu-
racy between individual methods and their combination. The
position of a boxplot below the line demonstrates that the
combination of methods outperforms any of the individ-
ual methods within the combination. The distance on y-axis
between the line and the boxplot represents the difference in
Top-1 accuracy between the combination and its individual
methods. The improvement is evident for whale shark and
beluga whale, where almost all possible combinations were
able to achieve a higher Top-1 accuracy than single methods.
For all species, excluding African leopard, the combination
of methods was able to achieve higher best average Top-1
accuracy than any single method. Details on Top-1 accuracy
for each training data size separately presented in supple-
mentary materials. Fig. 6 shows the largest Top-1 accuracy
improvement achieved by combiningmultiplemethods com-
pared to using a single best method from that combination,
for each variation in training data size and species. Nega-
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Fig. 5 Comparison of average Top-1 accuracy of combined methods
with their individual average Top-1 accuracies. Each boxplot represents
one combination of methods (colors are for visual distinction only),
showing spread of accuracy of methods included into the combination
on y-axis, and accuracy of the whole combination on x-axis. Boxplots

below the blue dashed line indicate increased Top-1 accuracy of com-
bination, compared to all methods from that combination. All Top-1
accuracies in this figure are calculated as average of respective Top-1
values of different training data sizes

tive values mean that, for given species and training data
size, combining different methods was only able to decrease
performance. Similar to Fig. 6, a plot for mAP is displayed

in Fig. 7. For Whale sharks the maximum improvement in
Top-1 accuracy was quite substantial, reaching 30%.

The improvement achieved by the combination depends
on the methods included, with the common trend being that
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Fig. 6 Best improvements of Top-1, when using a combination of methods, over the best method of that combination

including more methods often leads to a decrease in over-
all performance. For example, including methods with a
large disparity in accuracy usually leads to a decrease in
performance compared to the bestmethod from the combina-
tion. On the other hand, when methods produce comparable
results, the combination is able to increase the overall accu-
racy. This trend is especially noticeable in Fig. 8, which
shows the largest Top-1 accuracy improvement achieved by
combining multiple methods compared to using a single best
method for that species and dataset size. In contrast to Fig. 6,
it shows improvement over the best single method, even if
the method is not part of the combination itself. For smaller
dataset sizes, the discrepancy between end-to-end methods
and local feature-based ones is quite substantial, resulting in
smaller improvement, or even degradation of performance
when the method combination is used. In the case of African
leopards, the difference between Hotspotter and the rest of
themethods is too large, resulting in worse performance until
the end-to-end methods start catching up on the full training
set. The improvement can be as high as 8%. It is also worth
noting, as Fig. 8 demonstrates, the largest drop in accuracy

for all methods is less than 2% and only happens when all 6
methods are combined.

Accordingly, a practical guideline is to only include best
performing methods in the combination. A comparison of
individual methods to combinations of 4 best performing
methods for each dataset and dataset size is presented in
Fig. 3. In most cases, the combination performs either com-
parably or better than the individualsmethods. The additional
geometric verification step from ALFRE-ID is situational,
noticeably improving results on Saimaa ringed seals and
whale sharks, but having a detrimental effect on performance
on Grevy’s zebras. The efficacy of the geometric verification
depends on the applicability of ALFRE-ID to the dataset
in question, with geometric verification step being a good
choice in cases where ALFRE-ID also performs well. It is
possible to improve that step by considering different local
descriptors or fine-tuning CNN-based local descriptors on
the available data.

As a possible direction for future work, we would like
to add a quantitative measure to describe the complexity of
different animal marking patterns and study the correlation
between the complexity of these patterns and the perfor-
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Fig. 7 Best improvements of mAP, when using a combination of methods, over the best method of that combination

mance of re-identification algorithms. Additionally, we plan
to include other animal species and re-identification methods
in our research.

7 Conclusion

In this paper, we studied animal re-identification, with
a particular focus on the requirements for training data.
Given the challenges in gathering and annotating image
data of wildlife animals, particularly endangered species,
the adequacy of data for training methods remains a sig-
nificant hurdle. Our results indicate that local feature-based
methods such as ALFRE-ID generally outperform other
methods when labeled data is limited. Conversely, end-
to-end learning-based methods surpass local feature-based
ones when sufficient training data is available. Furthermore,
CNN-basedMiewID outperformed transformer-based meth-
ods, underscoring the challenge of obtaining enough data
for training single-species transformer-based models. At the
same time, the requirements for training data and the ranking
of the methods varied notably depending on species-specific

characteristics, such as intra-species variance in visual mark-
ings. Certain methods excelled for one species while being
outperformed by other methods for others.

Tobetter utilize the strengths of individual re-identification
methods and to obtain a more general method, we proposed
a simple yet effective approach to combine re-identification
methods. We demonstrated that, on average, combining
methods clearly improves the results compared to all indi-
vidual methods. To obtain the best possible accuracy, the
combination should be selected individually for each case,
but good general combinations applicable to a wide variety
of species can be found. The proposed combination approach
is general and can be applied to any re-identification method
that produces pair-wise distances between images.
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Fig. 8 Best improvements of Top-1, when using a combination of methods, over the best method (the best method is chosen from all the methods,
not just the methods involved into that combination)

8 Supplementary Information

Additional figures and tables, describing the results in more
details, and respective discussion were added to supplemen-
tary material.

Supplementary Information The online version contains supplemen-
tary material available at https://doi.org/10.1007/s11263-025-02708-
9.
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The code for MiewID method was adapted from https://github.com/
WildMeOrg/wbia-plugin-miew-id
The code for BioCLIP method was adapted from https://github.com/
Imageomics/BioCLIP
The code for MegaDescriptor method was adapted from https://github.
com/WildlifeDatasets/wildlife-tools
The code for TransReID method was adapted from https://github.com/
damo-cv/TransReID
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